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ABSTRACT:Manual urine dipstick analysis 

remains one of the most widely used point-of-care 

diagnostic procedures, yet its reliability is 

undermined by subjective colour interpretation, 

inter-observer variability and sensitivity to ambient 

lighting and reading-time errors. High-throughput 

commercial analysers resolve these issues but are 

prohibitively expensive for resource-limited clinics 

and at-home monitoring. This paper presents the 

design, implementation and validation of a low-cost 

Internet-of-Things (IoT) system for automated 

colorimetric urinalysis. The system adopts a client–

server architecture in which a mobile application 

acts as the user-facing client and a dedicated 

Raspberry Pi single-board computer serves as the 

analysis server, communicating in real time over 

websockets on a local Wi-Fi network. Image 

acquisition is standardised by a custom enclosure 

with diffuse white-LED illumination and fixed 

camera-to-strip geometry. The analytical pipeline 

combines a custom-trained YOLOv8n detector for 

robust strip localisation with a deterministic 

colorimetric classifier operating in the perceptually 

uniform CIELAB colour space and using the 

CIEDE2000 colour-difference formula. In a 

comparative pilot study against a trained operator, 

the system achieved an overall diagnostic accuracy 

of 96.3% across ten analytes, exceeding manual 

reading by 2.0 percentage points, with a mean end-

to-end server-side processing time of 3.4 s on 

Raspberry Pi hardware.  

 

KEYWORDS:Automated urinalysis, CIEDE2000, 

colorimetric analysis, computer vision, Internet of 

Things (IoT), point-of-care diagnostics, Raspberry 

Pi, YOLOv8. 

 

I.   INTRODUCTION 
Urinalysis is a cornerstone of non-invasive 

diagnostic screening, offering an accessible window 

into a patient’s metabolic and systemic health. A 

standard reagent strip simultaneously screens for ten 

analytes: glucose, protein, blood, leukocytes, nitrite, 

ketones, bilirubin, urobilinogen, pH, and specific 

gravity. These analytes are indicative of conditions 

ranging from diabetes and urinary-tract infection to 

renal and hepatic dysfunction [1], [2]. The test is 

rapid, inexpensive and minimally invasive.It has 

also been adopted for opportunistic screening, for 

example in the detection of microhaematuria 

associated with occult bladder cancer [3]. Reliable 

and accessible urinalysis is therefore a clinical 

imperative across the full spectrum of care settings. 

The most widespread implementation of chemical 

urinalysis is the manual dipstick test, a semi-

quantitative technique in which a technician visually 

matches each developed reagent pad against a 

printed reference chart. Despite its ubiquity, the 

diagnostic integrity of this procedure is 

fundamentally challenged by its reliance on 

subjective human colour perception. Visual 

matching is prone to significant inter-observer 

variability and is strongly influenced by 

environmental factors such as ambient lighting and 

display conditions [4]. Furthermore, the colorimetric 

reactions are time-sensitive.Deviations from the 

prescribed reading time window lead to false colour 

development and invalid results, a problem that is 

particularly acute in unsupervised at-home testing 

[5]. The underlying reagent chemistry is itself well 

characterised and highly reproducible [6]; it is the 

human reading step that introduces the dominant 

source of error. 

High-throughput commercial analysers such as the 

Siemens Clinitek and Roche Urisys series eliminate 

these errors by automating the reading process 

within a controlled photometric environment, 

achieving excellent accuracy and reproducibility. 

However, their substantial acquisition and operating 

costs create a major accessibility barrier, excluding 

them from resource-limited settings, small clinics 

and at-home monitoring [7]. The result is a 

persistent dichotomy between expensive but reliable 
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laboratory instruments and low-cost but error-prone 

manual procedures. 

This work presents a system engineered to bridge 

that cost–accessibility divide, a low-cost, automated 

point-of-care (POC) diagnostic platform built 

around a Raspberry Pi single-board computer and 

modern computer vision. By pairing dedicated, 

standardised

measurement hardware with an automated analytical 

pipeline, the system removes subjective 

interpretation and fixes the imaging environment, 

thereby restoring the consistency that manual 

reading lacks. The central contribution of this paper 

is the design, implementation and validation of a 

robust client–server IoT architecture that 

deliberately separates a user-friendly mobile 

interface from a standardised, dedicated analysis 

unit, an arrangement that is fundamental to 

achieving diagnostic consistency at low cost. 

 

II. RELATED WORK 
The urinalysis landscape spans a wide spectrum of 

technologies whose strengths and weaknesses 

motivate the present design. At one extreme, 

conventional manual dipstick reading is universally 

available but inherently limited by subjectivity and 

procedural inconsistency [4], [8]. At the 

otherextreme, commercial bench-top analysers 

represent the accuracy gold standard but remain 

prohibitively expensive for point-of-care 

deployment [7]. Between these extremes, two broad 

research directions have emerged: smartphone-

based applications and dedicated embedded 

systems.The proliferation of smartphones has driven 

extensive work on camera-based colorimetric 

analysis.Such solutions offer unmatched 

accessibility, but their diagnostic reliability is 

compromised by the lack of control over imaging 

conditions, device-to-device differences in sensors, 

optics and on-board colour processing, together with 

uncontrolled ambient lighting [9], [10]. A recurring 

strategy to mitigate illumination sensitivity is to 

transform image data from the device-dependent 

RGB space into more perceptually stable 

representations such as HSV or CIELAB before 

quantification [11], [12]. Machine-learning post-

processing has also been applied to recover semi-

quantitative levels from RGB features, for example 

through confusion-matrix-based correction models 

[13], and several smartphone analysers have 

undergone clinical evaluation, reporting useful but 

environment-dependent performance [14], [15]. The 

common limitation across these systems is that 

accuracy is contingent on imaging conditions the 

developer cannot guarantee.Dedicated low-cost 

embedded systems offer a more controllable 

alternative by reproducing, at a fraction of the cost, 

the fixed geometry and stable illumination of a 

commercial analyser. The Raspberry Pi has become 

a popular platform for such prototypes. The 

PeeCheck 2.0 device, for instance, achieved 92.47% 

accuracy and integrated telehealth features, 

demonstrating the viability of the approach [7], 

while Raspberry Pi optical POC testers have shown 

that controlled imaging substantially improves 

colorimetric repeatability [16]. The software cores 

of these systems typically combine classical 

computer-vision steps for strip and pad detection 

with a colour-quantification stage. More recently, 

deep object detectors of the YOLO family, which 

formulate detection as a single-pass regression 

problem and deliver real-time performance on 

constrained hardware [17], [18], have been adopted 

for robust strip localisation, supported by mature 

open-source libraries such as OpenCV [19]. For 

colour quantification, the CIEDE2000 colour-

difference formula [20], [21] provides a perceptually 

accurate metric that is markedly more robust than 

Euclidean distance in RGB. Complementary 

biosensing modalities, such as electrochemical 

detection of specific analytes, have also been 

explored but require additional dedicated hardware 

[22].This review reveals a clear and persistent gap. 

There remains a need for a well-documented, 

standardised and robust low-cost system that 

combines the affordability and convenience of 

consumer technology with the controlled 

measurement environment of a laboratory analyser, 

and that does so within an architecture suited to 

reliable real-world deployment [23], [24], [25]. The 

system presented here responds directly to this gap 

by embedding a YOLOv8 detector and a 

CIEDE2000-based colorimetric classifier within a 

client–server IoT architecture that centralises all 

analysis on standardised hardware. 

 

III.  METHODOLOGY 

The design was guided throughout by three 

principles, reliability, consistency and 

accessibility.These were realised through the 

deliberate use of a dedicated hardware processing 

unit to standardise the analysis conditions and a 

lightweight mobile interface for ease of use. 
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A. System Architecture 

The system is realised as a client–server IoT 

solution, a design that centralises all critical 

computation to guarantee that analysis is performed 

in a controlled, repeatable environment. As shown 

in Fig. 1, the architecture comprises four elements. 

The client is a cross-platform mobile application 

developed in React Native. It provides the user 

interface, initiates analysis and displays the 

annotated result image and diagnostic data. The 

server is a Raspberry Pi 4, which manages the 

integrated camera and executes the entire computer-

vision and machine-learning pipeline through a 

Python/Flask back end. Communication between the 

two is maintained over a persistent, low-latency 

WebSocket connection (Socket.IO) on a local Wi-Fi 

network, establishing the bidirectional channel 

required by the request–response workflow. 

 

 
Fig. 1. Client–server IoT architecture of the automated urinalysis system 

 
Operation begins when the user triggers a capture in 

the mobile application, which emits a 

TRIGGER_CAPTURE event to the Raspberry Pi. 

On receipt, the server captures a high-resolution 

image, executes the full pipeline, strip detection, pad 

segmentation and colorimetric analysis and 

annotates the image with a bounding box. The 

diagnostic results are serialised as a JSON object 

and the processed image is Base64-encoded; the 

combined payload is returned to the client through 

an ANALYSIS_COMPLETE event and rendered 

for the user. This deliberate shift to centralised, 

server-side processing establishes a deterministic 

computational environment that neutralises 

variables inherent in client-side execution, such as 

differences in mobile-device CPUs, cameras and 

operating systems, which would otherwise 

compromise the repeatability of a sensitive 

colorimetric measurement. The corresponding end-

to-end processing workflow is summarised in Fig. 2, 

and the constituent technologies and their rationale 

are listed in Table I. 

 

 
Fig. 2. End-to-end processing workflow of the automated urinalysis system. 

TABLE I: Core Technologies and Design Rationale 

Component / Layer Technology Used Rationale 

Client (mobile app) React Native (Expo) Cross-platform UI for user interaction and 
result display. 

Server Raspberry Pi 4 Low-cost single-board computer for 
dedicated, standardised processing. 

Server framework Python (Flask, Flask- Robust back end for requests and real-time 
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SocketIO) communication. 

Communication WebSocket (Socket.IO) Low-latency, bidirectional client–server 
messaging. 

Camera control Picamera2 / OpenCV Direct, low-level control of the CSI camera 
module. 

CV/ML engine OpenCV, Ultralytics YOLO, 
NumPy 

High-performance image processing and 
inference in Python. 

 

By assigning each component a clear and distinct 

responsibility, this architecture provides a robust 

foundation for the system. Crucially, because all 

computation, from image capture to final diagnosis, 

occurs on the dedicated hardware, the design 

preserves user privacy and operates without a 

continuous internet connection, both of which are 

desirable properties for medical instrumentation. 

 

B. Hardware Development and Configuration 

Hardware selection is decisive for the performance 

and reliability of an embedded diagnostic device, 

since the hardware forms the physical interface with 

the sample and its uniformity is a precondition for 

valid software analysis. The platform was therefore 

designed to balance processing power, cost, form 

factor and peripheral compatibility, with every 

choice serving the system’s core function: capturing 

high-quality, repeatable images of dipstick strips 

under controlled conditions. 

The computational core is a Raspberry Pi 4 Model 

B, selected for its favourable balance of processing 

power, extensive I/O, low cost and mature software 

ecosystem. Its CPU is sufficient to run an 

optimisedYOLOv8 model together with the full 

OpenCV pipeline at speeds suitable for near-real-

time analysis, while its GPIO header leaves 

headroom for future hardware extensions. 

Images are acquired with the official Raspberry Pi 

Camera Module, chosen over generic USB webcams 

for two technical reasons. First, it connects through 

the dedicated Camera Serial Interface (CSI), a high-

bandwidth, low-latency bus with a direct-memory-

access path that imposes far lower CPU overhead 

than USB, freeing the processor for the analysis 

pipeline. Second, a fixed, integrated module 

guarantees a constant camera-to-strip distance and 

viewing angle, eliminating the perspective distortion 

and scaling errors common to handheld cameras. 

The module is driven directly from Python through 

the Picamera2 and OpenCV libraries, with a 

CameraManager abstraction handling initialisation 

and high-resolution still capture. Fig. 3 presents the 

annotated mechanical design with the key 

dimensions. 
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Fig. 3. Annotated mechanical design of the urinalysis device  

C. Controlled Imaging Environment and 

Enclosure Design 

The single greatest source of error in colorimetric 

analysis is variability of illumination. The perceived 

colour of a reagent pad shifts markedly with the type 

and intensity of the light source. A controlled, 

standardised imaging environment is therefore 

essential. This was achieved with a custom 

enclosure that serves two purposes. First, it optically 

isolates the camera and strip from external ambient 

light, so that the only illumination reaching the strip 

originates from the system’s own source as shown 

in Fig. 3. Second, it provides a rigid mechanical 

frame that fixes the camera-to-strip distance and 

viewing angle for every measurement. Integrated 

white light-emitting diodes (LEDs) are positioned to 

deliver diffuse, uniform illumination across the 

strip, suppressing shadows and specular glare. As a 

result, any colour change observed on a reagent pad 

can be attributed to the underlying chemical reaction 

rather than to fluctuations in lighting.The 

dimensions of the enclosure were not arbitrary; they 

were derived from the physical constraints of the 

Raspberry Pi, Camera Module 3 and the URS – 10T 

test strip. 

D.  Field of View (FOV) and Height Calculation 

To capture the full length of a 120mm test strip 

(Lstrip), the camera must be suspended at a height 

(H) where the horizontal field of view (FOVh) 

exceeds the strip length plus a safety margin (M) of 

20mm for edge detection. FOV is given by (1). The 

Camera Module 3 has a FOVh of approximately 

66°. H is calculated as presented in (2) and (3). To 

ensure sharp focus across the entire strip the thin-

lens relation in (4) is applied, where f is the focal 

length (≈ 4.74 mm) and u and v are the object and 

image distances. Selecting a working distance of 

120 mm satisfies the camera’s minimum focus 

distance of 100 mm, minimises the circle of 

confusion and preserves the high edge contrast 

required by the YOLOv8 localisation stage. 

FOVh = 2 ⋅ arctan(
Wsensor

2f
)  (1) 

H = (
Lstrip+M

2 ∙tan(
FOVh

2
)
)    (2) 



 

   
International Journal of Engineering, Management and Humanities (IJEMH) 
Volume 7, Issue 4, Jul.-Aug., 2026 pp: 191-204   ISSN: 2584-2145 www.ijemh.com 
                                      

 

 

 

 

 
 

DOI: 10.5281/zenodo.21884532                             www.ijemh.com                                                   Page 196 

H =  
140 mm

2 ∙tan(
66

2
)

≈  
140

1.298
 ≈ 107.8mm  (3) 

1

f
=  

1

d0
+ 

1

di
   (4) 

The resulting enclosure dimensions and the rationale 

for each are summarised in Table II. Together they 

accommodate the optical path, the Raspberry Pi 

base and cable routing, and the strip-insertion 

clearance, while keeping the overall footprint 

compact and portable. 

E.  Dataset Development and Preparation 

The performance and generalisation of the learning 

components are fundamentally determined by the 

quality, diversity and size of the training data. A 

systematic dataset methodology was therefore 

adopted. Raw dipstick images were acquired with 

high-resolution smartphone sensors (Samsung 

Galaxy and iPhone 12) to maximise volume and 

diversity for the detector, whereas calibration and 

validation were performed exclusively with the 

Raspberry Pi Camera Module so that the deployed 

system would be tuned to its operational hardware. 

This practice of “closing the loop” between training 

and deployment mitigates domain shift, the 

degradation that occurs when real-world inputs 

differ from the training distribution. 

Curating medical imagery in a niche application 

poses several challenges: residual lighting drift from 

LED ageing or supply fluctuation; minor positional 

and rotational variance in strip insertion; inter-strip 

colour and substrate differences between batches; 

and, most significantly, the difficulty of obtaining a 

large, clinically representative set of samples 

spanning the full concentration range of all analytes. 

Training on a small, imbalanced dataset would 

cause overfitting. To address this, an aggressive but 

principled augmentation strategy was implemented 

on the Edge Impulse platform, each transformation 

targeting a specific identified source of variability: 

geometric augmentations (small rotations, 

cropping/translation and horizontal flipping) to 

simulate positional variance; photometric 

augmentations (brightness and contrast adjustment) 

to model illumination drift; and Gaussian noise 

injection to improve robustness against sensor noise.  

Representative augmentations are illustrated in Fig. 

4. This pipeline expanded a small, clean dataset of 

1,309 images by an order of magnitude to 13,090 

images, which were then partitioned into mutually 

exclusive training (80%), validation (10%), and 

testing (10%) subsets. Table III summarises the 

dataset composition before and after augmentation 

together with the split ratios.This structured 

preparation ensures that the models are trained on a 

rich, diverse set of examples and evaluated in a 

methodologically sound manner, providing the data 

foundation on which the image-processing pipeline 

depends.

TABLE II: Enclosure Dimensions and Design Rationale 

Dimension Value Rationale 

Total height 150 mm 120 mm focal path + 30 mm for Pi 4 base and mounting. 

Total width 100 mm Accommodates the Pi 4 width (56 mm) plus cable routing. 

Total length 160 mm Fits the 120 mm strip + 40 mm tray/insertion clearance. 
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Fig. 4. Representative data-augmentation transformations applied to a baseline dipstick image 

TABLE III: Dataset Composition and Partitioning 

Dataset stage Images Split Details 

Original dataset 1,309 N/A Raw images captured with Samsung Galaxy and iPhone 12 

sensors. 

Augmenteddataset 13,090 N/A 10× expansion via flipping, zooming, photometric change and 

noise injection. 

Training set 10,472 80% Used for YOLO weight updates (gradient descent). 

Validation set 1,309 10% Monitors loss and triggers early stopping to prevent 

overfitting. 

Testing set 1,309 10% Unseen data reserved for final precision and F1 evaluation. 

 

F.Image-Processing and Feature-Extraction 

Pipeline 

The image-processing pipeline is the algorithmic 

core of the system, converting raw camera pixels 

into an ordered set of quantitative colour feature 

vectors. It executes entirely on the Raspberry Pi 

server using OpenCV, scikit-image and NumPy, 

and proceeds in three deterministic stages: strip 

localisation, pad segmentation, and colour feature 

extraction. The complete server-side pipeline, 

including its decision logic and fallback paths is 

depicted in Fig. 5. 

The first and most critical step locates the dipstick 

within the camera frame using a custom-trained, 

lightweight YOLOv8n (You Only Look Once, 

version 8)detector [17], [18], chosen for its 

excellent accuracy–speed trade-off on resource-

constrained hardware. The model was trained by 

transfer learning from the pretrained YOLOv8n.pt 

weights using the Ultralytics framework, with on-

the-fly augmentation (HSV jitter, horizontal 

flipping and mosaic, the latter disabled for the final 

epochs) to maximise robustness. The detector 

outputs the bounding box that defines the region of 

interest for all subsequent processing. 

The localised strip is cropped and segmented into 

its individual reagent pads. Rather than relying on 

absolute colour thresholds, which are vulnerable to 

unusual sample colours and inter-strip variation, 

the algorithm analyses the lightness (L*) profile 

along the strip in the CIELAB colour space. A one-

dimensional intensity projection is formed by 

averaging L* across each row, its gradient is 

computed, and pad boundaries are detected at the 

resulting high-gradient peaks. A multi-layered 

fallback mechanism ensures graceful degradation: 

if gradient analysis yields too few boundaries, the 

algorithm searches for local minima in the 

smoothed profile, and as a last resort divides the 
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strip into equal regions, preventing complete failure 

on difficult images. 

For each segmented pad, colour is sampled from 

the central region to avoid edge artefacts and 

converted from device-dependent BGR (Blue-

Green-Red)to the perceptually uniform CIELAB 

space, in which numerical distance corresponds 

directly to perceived colour difference. The 

pipeline thus transforms a raw image into an 

ordered set of CIELAB feature vectors ready for 

classification. 

 

G. Colorimetric Classification and Calibration 

Two classification strategies were developed on the 

shared pipeline: a deterministic colour-difference 

method used as the deployed, explainable baseline, 

and a convolutional neural network (CNN) trained 

in Edge Impulse and evaluated for robustness. The 

deterministic method is anchored by a one-shot 

calibration procedure. A single clear image of the 

manufacturer’s reference chart is processed, and k-

means clustering in the CIELAB space 

automatically identifies the discrete colour standard 

for each analyte level, producing a digital reference 

map that associates each analyte with the precise 

CIELAB vectors of its concentration levels. This 

calibration requires no large labelled dataset and 

completes in seconds, although it depends on the 

consistency of the imaging environment, a 

dependency that the controlled enclosure is 

specifically designed to satisfy. 

The key training hyperparameters of the detection 

model are summarised in Table IV. Although the 

CNN classifier demonstrated superior robustness to 

lighting variation, the deployed prototype adopts 

the deterministic CIEDE2000 classifier to 

prioritiseexplainability and minimise on-device 

computational overhead, an appropriate choice for 

a proof-of-concept whose imaging conditions are 

already standardised by the enclosure. 

 

H. Deployment and Real-Time Integration 

The trained components are deployed on the 

Raspberry Pi within a Python inference engine, the 

UrineAnalysisEngine, which on start-up loads the 

YOLO weights and pre-computes the calibration 

reference map so that every request is served from 

a consistent software state. The system operates on 

a snapshot request–response model that is more 

efficient and reliable than continuous video 

processing. 

A low-resolution preview stream aids strip 

positioning, but the analytical result is computed 

from a single high-resolution still captured on 

demand. On a TRIGGER_CAPTURE event the 

server captures the frame, runs detection, region-

of-interest cropping, segmentation and CIEDE2000 

analysis, draws a bounding box for visual 

provenance, and returns the JSON results with the 

Base64-encoded annotated image via 

ANALYSIS_COMPLETE. Performance was 

optimised through the lightweight YOLOv8n 

model, C/C++-backed OpenCV and NumPy 

routines, architectural offloading of the user 

interface to the client, and single-frame snapshot 

processing. 

 

IV. RESULTS ANDDISCUSSION 
This section reports the empirical validation of the 

system. Performance is assessed through standard 

classification metrics, per-analyte accuracy, on-

device efficiency and a direct comparison with 

manual reading. For the multi-class concentration-

classification task, accuracy, precision, recall 

(sensitivity) and the F1-score were computed as 

defined in (5)–(8); for the detector, the mean 

Average Precision (mAP) was used. 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =  
TP+TN

𝑇𝑃+𝑇𝑁+𝐹𝑃+𝐹𝑁
  (5) 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =  
TP

𝑇𝑃+𝐹𝑃
   (6) 

𝑅𝑒𝑐𝑎𝑙𝑙 =  
TP

𝑇𝑃+𝐹𝑁
    (7) 

𝐹1 𝑆𝑐𝑜𝑟𝑒 =  2.
Precision .  Recall

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛+𝑅𝑒𝑐𝑎𝑙𝑙
  (8) 

A. Per-Analyte Classification Accuracy 

The colorimetric pipeline was evaluated on a held-

out test set of images captured under the controlled 

conditions provided by the enclosure. Table V 

reports the accuracy achieved for each of the ten 

analytes together with its clinical significance. The 

system attained an overall accuracy of 96.3%, with 

outstanding performance on the clinically critical 

glucose (99.1%), nitrite (98.8%) and blood (98.2%) 

channels. As expected, the lowest scores occur for 

specific gravity (93.5%) and pH (94.8%), whose 

subtle, closely spaced colour gradients are 

challenging even for trained human readers; the 

fact that accuracy remains above 93% for these 

parameters demonstrates the discriminative power 

afforded by operating in CIELAB with a 

CIEDE2000 metric. The underlying YOLOv8n 

detector achieved a mAP@0.5 of 0.88 on the 
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validation set, confirming reliable strip localisation 

as the foundation for the subsequent stages. 

B.  On-Device Performance and Efficiency 

Practical viability depends on real-world 

performance on the target hardware. Table VI 

breaks down the server-side latency and resource 

utilisation measured on the Raspberry Pi 4. The 

mean end-to-end processing time was 3.4 s per 

strip, well within the responsiveness expected of a 

point-of-care device. YOLOv8n inference is the 

dominant cost at 1,530 ms (approximately 45% of 

the total), confirming that detection is the principal 

computational bottleneck and justifying the choice 

of the smallest YOLOv8 variant. Peak CPU 

utilisation of about 85% and a memory footprint of 

roughly 480 MB indicate that the workload fits 

comfortably within the Raspberry Pi 4 budget, 

leaving headroom for future enhancement. 

Fig. 6 shows an example result as rendered on the 

React Native client: the annotated snapshot with 

the green detection box and the decoded semi-

quantitative values for each analyte, returned from 

the Raspberry Pi server. The on-screen feedback 

communicates not only the diagnostic result but 

also which region of the image was analysed, 

increasing user trust in the measurement. 

C. Comparison with Manual Reading 

To benchmark the system against the prevailing 

standard of care in non-laboratory settings, a pilot 

validation study was conducted using 30 unique, 

anonymised dipsticks previously read by a 

qualified technician, whose logged results served as 

the reference standard. Each strip was processed by 

the system under the controlled conditions of 

Section III-C. As reported in Table VII and 

visualised in Fig. 7, the automated system achieved 

a mean accuracy of 96.3% versus 94.3% for 

manual reading, an improvement of 2.0 percentage 

points, and equalled or exceeded the human 

operator on every analyte.  

 

 
Fig. 5. Flowchart showing server-side image-

processing pipeline. 

 

 

 

TABLE IV: Key Training Hyperparameters for the YOLOv8 Detector 

Hyperparameter Value / Setting Rationale 

Model architecture YOLOv8n Precise bounding-box localisation needed to crop the 

strip for analysis. 

Input resolution 320 × 320 RGB Preserves pad detail while sustaining high inference 

speed on the edge. 
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Epochs 25 Convergence reached as training loss stabilised; limits 

overfitting. 

Learning rate 0.001 Conservative rate for fine-grained feature learning. 

Batch size 16 Balances memory constraints against per-update sample 

variety. 

Optimizer Auto (SGD/AdamW) Selected automatically by the Ultralytics engine. 

The largest gains occur for specific gravity (+3.5) 

and pH (+2.8), precisely the parameters whose 

subtle colour gradients are most susceptible to 

subjective misreading, confirming that the principal 

benefit of the system is the elimination of inter-

observer variability through a deterministic, 

standardised measurement 

D. Qualitative Observations 

Qualitative testing across hundreds of analytical 

cycles provided additional insight. In a 

representative positive case (glucose ++, ketone +), 

the detector localised the strip, segmentation 

isolated the ten pads, and CIEDE2000 matched the 

glucose and ketone pads to the correct “++” and 

“+” reference levels. In a fully negative sample, all 

ten pads matched their level-0 references with 

comfortable margins below the confidence 

threshold. A deliberately induced failure—

introducing a strong overhead light that produced 

specular glare on the protein pad—caused an over-

estimated reading, underscoring the importance of 

the diffuse, controlled illumination provided by the 

enclosure. Throughout testing the Raspberry Pi, 

camera and lighting subsystems operated without 

component failure, affirming the reliability of the 

chosen off-the-shelf hardware. 

E. Discussion 

The results validate the central hypothesis: a hybrid 

pipeline that pairs a deep object detector for robust 

localisation with a deterministic colorimetric 

classifier for explainable quantification can deliver 

laboratory-approaching reliability on low-cost 

hardware. The 96.3% overall accuracy and 3.4 s 

latency are competitive with, and in several 

respects exceed, comparable embedded prototypes 

such as PeeCheck 2.0 (92.47%) [7] and Raspberry 

Pi optical POC testers [15], while the consistent 

advantage over manual reading (Table VII) 

quantifies the value of removing human 

subjectivity. 

The client–server IoT architecture is the principal 

contribution and confers several advantages. By 

standardising the sensor, optics and illumination 

within a dedicated enclosure, the system eliminates 

the uncontrollable variability of end-user 

smartphone cameras that limits camera-only 

solutions [8], [9], thereby securing the imaging 

consistency on which reliable colorimetry depends. 

Centralising the analytical logic on the server 

makes every measurement reproducible and 

simplifies updating or recalibration, since changes 

are deployed once to the Pi rather than to every 

client. The clean separation of interface and 

measurement hardware also yields a scalable model 

in which a single application can control multiple 

analysis stations, and confines all medical data to 

the local network, enhancing privacy relative to 

cloud-based alternatives [13]. 

A balanced assessment also identifies clear 

limitations. The system depends on a stable local 

Wi-Fi link, so network latency or failure is a 

primary point of vulnerability. It also requires 

dedicated external hardware to be powered and 

running, adding setup complexity relative to a self-

contained app. In the most automated workflow, 

the server processes the full camera field of view 

rather than a pre-cropped strip image, a privacy 

trade-off partially mitigated by an optional client-

side crop-and-upload path. Finally, the single 

Raspberry Pi CPU is a centralised bottleneck that 

could constrain throughput if future models 

become more demanding or many clients are 

served concurrently. The induced-glare failure case 

further confirms that performance, while 

robust,remains contingent on the integrity of the 

controlled illumination. 
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These limitations notwithstanding, the work 

demonstrates a viable architectural blueprint for 

anew class of low-cost, standardised diagnostic 

“appliances.” By decoupling the user interface 

from specialised measurement hardware, the 

approach overcomes the consistency problem that 

affects smartphone-only diagnostics while retaining 

their accessibility, and its core colour-analysis 

technology is readily transferable to other  

 

TABLE V: Per-Analyte ClassificationAccuracy on the Test Set 

Parameter Accuracy (%) Clinicalsignificance 

Leukocytes (LEU) 97.5 Detects urinary-tract inflammation (UTI). 

Nitrite (NIT) 98.8 Indicator of bacteriuria / UTI. 

Urobilinogen (UBG) 95.2 Screen for liver disease or haemolysis. 

Protein (PRO) 96.1 Indicator of kidney damage (proteinuria). 

pH 94.8 Measuresacid–base imbalance. 

Blood (BLO) 98.2 Detects haematuria (kidney/tract bleeding). 

Specificgravity (SG) 93.5 Assesses hydration and kidney function. 

Ketone (KET) 97.9 Checks for abnormal fat metabolism (ketoacidosis). 

Bilirubin (BIL) 96.5 Screen for liver dysfunction / bile-duct issues. 

Glucose (GLU) 99.1 Screen for diabetes (glucosuria). 

Overallaverage 96.3 Aggregate accuracy across all ten parameters. 

TABLE VI: On-Device Performance and Resource Utilisation (Raspberry Pi 4) 

Processing stage Time (ms) Description 

Image capture &preprocessing 280 High-resolution CSI capture on 

TRIGGER_CAPTURE. 

YOLOv8 stripdetection 1,530 Neural-network localisation of the strip bounding box. 

ROI extraction & segmentation 930 Crops the strip and slices it into ten reagent pads. 

Colorimetricanalysis 660 Per-pad CIELAB extraction and CIEDE2000 

matching. 

Total end-to-end time 3,400 Cumulative server-side latency to 

ANALYSIS_COMPLETE. 

CPU utilisation ~85% Peak processor load during inference and vector 

computation. 

Memory (RAM) usage ~480 MB Footprint to load YOLO weights and process the 

frame. 
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Fig. 6. Example result screen on the React Native client 

 

TABLE VII: Accuracy Comparison: Automated System vs. Manual Reading 

Analyte Automated (%) Manual (%) Difference 

Glucose (GLU) 99.1 98.0 +1.1 

Bilirubin (BIL) 96.5 94.0 +2.5 

Ketone (KET) 97.9 96.0 +1.9 

Specificgravity (SG) 93.5 90.0 +3.5 

pH 94.8 92.0 +2.8 

Protein (PRO) 96.1 96.0 +0.1 

Overallaverage 96.3 94.3 +2.0 

 

 
Fig. 7. Per-analyte diagnostic accuracy of the automated system (blue) versus a trained human 

operator (grey).  
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TABLE VIII: Qualitative Comparison with Manual Reading and Commercial Analysers 

Feature Manual dipstick Commercial analyser This work (IoT) 

Cost Very low High Low (Pi & components) 

Objectivity Low (user, lighting) High (standardisedphotometry) High (standardised HW 

&algorithms) 

Accessibility High Low (lab setting) High (POC, mobile control) 

Data management None (error-prone) Excellent (integratedlogging) Good (digital, 

loggableresults) 

colorimetric assays. Table VIII positions the 

system between manual reading and commercial 

analysers, capturing much of the objectivity of 

laboratory instruments at a small fraction of their 

cost. 

V. CONCLUSION 

This paper presented the design, 

implementation and validation of a low-cost, IoT-

based automated urinalysis system. By combining a 

custom-trained YOLOv8n detector with a 

deterministic CIEDE2000 colorimetric classifier, 

and by executing all analysis on a dedicated 

Raspberry Pi server controlled from a React Native 

client, the system achieved 96.3% overall accuracy 

across ten analytes and a 3.4 s end-to-end 

processing time, outperforming manual reading by 

2.0 percentage points. Its core contribution is a 

reproducible client–server architecture that 

decouples the user interface from standardised 

measurement hardware, ensuring diagnostic 

consistency while preserving affordability and ease 

of use, a practical foundation for the next 

generation of accessible point-of-care diagnostic 

devices. 

Several directions would extend this work. The 

most important is a formal clinical validation study 

benchmarking the system against certified 

laboratory analysers across a large, diverse patient 

cohort. The detector should be retrained on a 

dataset captured exclusively with the final 

Raspberry Pi camera to eliminate residual domain 

shift, and pixel-level instance-segmentation models 

such as Mask R-CNN could further refine pad 

isolation. System-level enhancements include 

secure, privacy-compliant cloud backup for 

longitudinal tracking and seamless management of 

multiple analysis units from a single client for 

clinic and field deployment. 
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