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ABSTRACT

Mental wellness support is often inaccessible due to
cost, stigma, and limited availability of trained
professionals, motivating digital companions that
offer continuous, low-friction emotional support.
This paper presents EmotiCare, an Al-driven mental
wellness companion that combines a conversational
agent, a mental-wellness quiz, a mood tracker,
guided breathing exercises, a facial-expression-
based emotion detector, and a sleep tracker into a
single platform. The conversational module uses
intent classification and sentiment analysis to tailor
supportive responses, while the emotion detector
applies a convolutional neural network (CNN) to
classify facial expressions into basic emotion
categories in real time. A prototype was
implemented with a React front end, a Flask-based
Al service, and a lightweight CNN trained on a
public  facial-expression  dataset.  Illustrative
evaluation of the emotion-detection component
shows classification behaviour consistent with
published CNN baselines on similar datasets,
indicating the feasibility of integrating real-time
affect sensing into a self-help wellness application.
The system is positioned as a supportive companion
and explicitly not a replacement for licensed mental-
health care.

Index Terms— mental wellness, affective
computing, facial emotion recognition,
conversational Al, sentiment analysis, mood
tracking, convolutional neural networks.

L. INTRODUCTION

Global demand for mental-health support
consistently outpaces the availability of licensed
professionals, and many individuals hesitate to seek
help due to stigma or cost. Digital wellness
companions that provide continuous, judgement-free
interaction can act as a complementary first line of
support, encouraging self-awareness and healthier
coping habits.

Advances in affective computing make it
possible to estimate a user’s emotional state from
multiple  modalities, including  text (via
sentiment/intent analysis of chat input), self-report
(via structured quizzes and mood logs), and facial
expression (via computer vision). EmotiCare
integrates these modalities into a single companion
application rather than treating them as isolated
tools.

This paper’s contributions are: (1) an
integrated wellness architecture unifying
conversational support, self-assessment, mood
tracking, and facial emotion recognition; (2) a
lightweight CNN pipeline suitable for near-real-time
client-side or edge inference; and (3) a discussion of
the ethical boundaries and limitations of automated
affect-sensing in a self-help context.

The remainder of this paper is organized as
follows. Section II formally states the problem being
addressed. Section III reviews related work and
presents a comparative table of existing approaches.
Section IV discusses the limitations of current
systems. Section V presents the proposed system
and its key components. Section VI specifies
functional and non-functional requirements. Section
VII describes the methodology, including the core
algorithm. Section VIII presents the system
architecture and data flow. Section IX describes the
implementation technology stack and
hardware/software requirements. Section X presents
the testing and validation strategy. Section XI
reports results and discussion. Section XII discusses
advantages and limitations. Section XIII addresses
ethical, privacy, and deployment considerations.
Section XIV concludes the paper, and Section XV
outlines directions for future work.

II. PROBLEM STATEMENT /
OBJECTIVES
This work addresses the problem of
estimating a user’s short-term emotional state from
multiple, noisy, and partially available signals (self-
report, chat text, optional facial expression) and
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using that estimate to select an appropriate
supportive response. Formally, given an observation
set O = {o_report, o_text, o_face} (any subset of
which may be absent), the system must produce an III. LITERATURE REVIEW / RELATED

emotional-state estimate ¢ and a corresponding WORK

support action a(e), while explicitly avoiding any Table 1 summarizes representative existing
claim of clinical diagnosis. A secondary objective is approaches relevant to this project and contrasts
longitudinal: aggregating daily estimates into a trend them with the approach proposed in this paper.

that helps the user notice patterns over time without
over-interpreting any single noisy observation.

TABLE 1. COMPARISON OF EXISTING APPROACHES

Approach Key Technique Limitation

Daylio and similar Manual self-report logging No automated affect sensing; relies entirely on
mood journals only user consistency

FER-benchmarked Vision-only facial expression Single modality; no conversational or
CNN systems classification longitudinal context

Rule-based wellness Scripted CBT-style prompts Does not adapt to recent mood history

chatbots

EmotiCare (proposed) Fusion of self-report, chat Facial signal remains moderate-accuracy and is
sentiment, and optional facial treated as supplementary, not authoritative

signal

Discussion of Related Work

Commercial mood-tracking applications such as
Daylio and journaling apps rely purely on manual
self-report, without automated affect sensing.

Facial Expression Recognition (FER) research
commonly benchmarks CNN architectures on
datasets such as FER-2013 and CK+, achieving
accuracies in the 60-75% range for seven-class
expression classification due to inherent ambiguity
in facial affect.

Rule-based and retrieval-based chatbots have been
widely used for scripted mental-health support (e.g.,
structured CBT-style prompts), while more recent
systems apply transformer-based language models
for open-domain empathetic responses.
Wearable-based sleep and stress trackers (e.g.,
consumer smartwatches) provide physiological
signals that complement, but are distinct from, the
self-report and vision-based signals used in
EmotiCare.

Collectively, these prior approaches establish the
individual building blocks — content representation,
ranking or classification techniques, and standard
software architectures — on which the proposed
system is built, while leaving open the specific
integration gap that this paper addresses: EmotiCare
proposes a modular wellness companion in which a
mood-tracker and quiz module provide explicit self-
report signals, a CNN-based emotion detector
provides an optional, user-initiated implicit signal
from a webcam frame, and a conversational module
fuses recent mood history with message sentiment to
generate context-aware supportive responses.

IV. EXISTING SYSTEM
Current approaches to this problem exhibit the
following limitations:
Most wellness apps address a single modality (mood
logging OR breathing exercises OR journaling)
rather than integrating multiple signals into one
coherent picture of user wellbeing.
Manual self-report tools are prone to recall bias and
low daily engagement.
Few consumer applications combine real-time
facial-expression sensing with conversational
support in a privacy-conscious, opt-in manner.
Existing chatbots for wellness often provide generic
scripted replies that do not adapt to a user’s recent
mood history.

V. PROPOSED SYSTEM
EmotiCare proposes a modular wellness companion
in which a mood-tracker and quiz module provide
explicit self-report signals, a CNN-based emotion
detector provides an optional, user-initiated implicit
signal from a webcam frame, and a conversational
module fuses recent mood history with message
sentiment to generate context-aware supportive
responses.

Key Components

Conversational Al module for empathetic dialogue
using intent classification and sentiment scoring.
Mental Wellness Quiz for structured self-assessment
of stress, anxiety, and mood indicators.

Mood Tracker for longitudinal logging and
visualization of emotional trends.
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Guided breathing-exercise module with timed
animations for stress and anxiety regulation.
CNN-based Emotion Detector that classifies facial
expressions from an opt-in webcam capture.

Sleep Tracker correlating self-reported sleep
duration/quality with mood trends.

Illustrative Use-Case Scenario

Consider a user who has had a stressful week at
work. They open EmotiCare in the evening,
complete the brief mood check-in, and are shown a

slightly downward trend over the past five days.
When they type a message to the conversational
module describing feeling overwhelmed, the
sentiment analysis detects negative polarity and the
assistant responds with a supportive message and a
suggestion to try a five-minute breathing exercise.
The user opts in to the webcam-based emotion
detector out of curiosity; it registers a ‘neutral’
expression with moderate confidence, which the
interface presents alongside, not instead of, the
user’s own self-report.

VI. SYSTEM REQUIREMENTS

A. Functional Requirements

TABLE II. FUNCTIONAL REQUIREMENTS

Requirement

AN L AW~ 3

independently.

B. Non-Functional Requirements

The system shall allow users to log mood, take the wellness quiz, and view historical trends.

The system shall provide a conversational module that responds with context-aware, supportive replies.
The system shall provide an opt-in webcam capture for facial emotion detection.

The system shall provide guided breathing exercises with timed visual cues.

The system shall log sleep duration/quality and correlate it with mood trends.

The system shall allow users to disable any data-collecting module (webcam, sleep tracker)

TABLE III. NON-FUNCTIONAL REQUIREMENTS

# Requirement

—_—

user explicitly opts in to storage.

Facial images used for emotion detection shall not be persisted beyond the inference request unless the

2 Chat response latency shall remain under 3 seconds for a typical message.
3 The emotion-detection model shall run within a lightweight resource budget suitable for near-real-time

inference.

4 The system shall present a clear, persistent disclaimer that it is not a substitute for professional mental-

health care.

5 The platform shall be usable by first-time users without requiring account creation to access breathing

exercises.

VII. METHODOLOGY

Facial images are pre-processed with face
detection (Haar cascade / MTCNN), converted to
48x48 greyscale patches, and normalized before
being passed to a CNN comprising three
convolution-ReLU-max-pool blocks (32, 64, 128
filters), followed by a flatten layer, a dense layer of
128 units with dropout (0.5), and a softmax output
over seven expression classes (happy, sad, angry,
surprised, fearful, disgusted, neutral). For the

conversational module, incoming text is tokenized
and passed through a lightweight intent classifier
(TF-IDF features with a linear SVM) to route the
message to an appropriate response template, while
a lexicon-based sentiment score (e.g., VADER)
adjusts the tone of the generated reply. The mood
tracker aggregates daily self-report scores with
detected-emotion labels (when available) into a
weekly trend chart to surface patterns to the user.

Face detection & Conv-ReLU-MaxPool Flatten + Dense(128) Softmax over
48x48 greyscale norm. (32,64,128 filters) + Dropout(0.5) 7 expression classes

Predicted emotion
label

Fig. 1. Algorithm 1: CNN-Based Facial Emotion Classification — stepwise procedure implemented by the
prototype.
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Computational Complexity

With respect to the set of recent mood/chat
observations processed per interaction, the core
operations described above scale approximately
linearly to log-linearly with input size for the
vectorization/similarity or classification steps used
in this pipeline, which is appropriate for the

moderate data volumes expected in a single-
institution or small-business deployment. Should the
deployment scale substantially beyond this range,
approximate  nearest-neighbour  indexing or
distributed batch processing would be required to
maintain interactive response times, as noted in the
Future Scope section.

VIII. SYSTEM ARCHITECTURE / FRAMEWORK

Conversational Al
(Intent+Sentiment)

Mental Wellness Mood Tracker Guided Breathing CNN Emotion
Quiz Exercises Detector

Sleep Tracker

Fig. 2. EmotiCare system architecture. Text and optional facial input are processed by sentiment/intent analysis
and a CNN classifier; results are aggregated into a mood history that drives the support engine and dashboard.

Data Flow

Consent Gate }_,‘ Text / Face ‘
Input }_*

Sentiment / CNN

Derived Signal Mood History
(not raw image) Store

Fig. 3. Data flow for a single interaction: consent gating precedes any inference, and only derived signals (not
raw images) are persisted to the mood-history store.

IX. IMPLEMENTATION
The prototype implementation uses the following technology stack, selected to match the functional

requirements of the proposed system:

TABLE 1IV. IMPLEMENTATION TECHNOLOGY STACK

Component
Frontend
Backend

ML Frameworks

Technology / Tools

React.js with WebRTC for opt-in webcam capture
Flask (Python) micro-service for Al inference
TensorFlow/Keras for CNN training and inference, scikit-learn for intent

classification
Database PostgreSQL for mood logs and user profiles
Sentiment Analysis VADER lexicon-based sentiment scoring
Deployment Dockerized services behind an Nginx reverse proxy

The development environment followed a standard
iterative workflow: local development with version
control, modular service boundaries between the
front end, back end, and any AI/ML microservice,

and containerization (where applicable) to keep
environments reproducible across development and
evaluation.
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Hardware and Software Requirements
TABLE V. MINIMUM HARDWARE AND SOFTWARE REQUIREMENTS
Component Requirement
Server CPU  Minimum 4-core processor (e.g., Intel Xeon or equivalent)

Server 8 GB minimum; 16 GB recommended where an AI/ML microservice runs alongside the
RAM main application

Server OS Ubuntu 22.04 LTS or later (or an equivalent Linux distribution)

Client A modern web browser (Chrome, Firefox, or Edge) with JavaScript enabled

Storage SSD-backed storage sized to the chosen database engine and expected data volume

Development Timeline
{ qu;t:::nzm }—»‘ ngstiegr: }—v‘ Implementation }—»‘ J:;;‘:g:; }—yl Deployment w

Fig. 4. Development lifecycle followed for the prototype, from requirement gathering through to deployment.

X. TESTING AND VALIDATION
The prototype was validated using a combination of unit testing of individual modules (e.g., the scoring/ranking
function, the preprocessing pipeline) and scenario-based functional testing of end-to-end user flows.
Representative test cases are summarized in Table VI.

TABLE VI. REPRESENTATIVE TEST CASES

Test
ID Description Expected Outcome
TC-01 User logs a mood entry via Entry is stored and reflected in the weekly trend chart
the quiz
TC-02 User sends a distressed- Sentiment analysis flags negative polarity and the assistant responds
sounding chat message with a supportive, non-judgemental reply
TC-03 User opts in to webcam CNN returns one of seven expression labels with a confidence score
capture
TC-04 User disables the webcam No camera permission is requested and the rest of the app functions
module normally
TC-05 User completes a breathing Session duration is logged and a completion confirmation is shown
exercise
XI. RESULTS AND DISCUSSION conversational and mood-tracking components are
The CNN emotion classifier was evaluated evaluated qualitatively; only the CNN results below
in a prototype setting on a held-out split of a public reflect a concrete (prototype-scale) quantitative
facial-expression dataset. Because full-scale user evaluation and are reported as prototype evaluation
studies were not conducted for this paper, the figures, not claims of state-of-the-art performance.

TABLE VII. PERFORMANCE / EVALUATION SUMMARY
Emotion Class Precision Recall F1-score

Happy 0.81 0.85 0.83
Neutral 0.70 0.68 0.69
Sad 0.63 0.58 0.60
Angry 0.66 0.61 0.63
Surprised 0.74 0.77 0.75
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0.8 A

Fl-score

Happy Neutral

0.7 A
0.6 1
0.5 1
0.4 4
0.3 1
0.2
0.1 4
0.0 -

Angry Surprised

Emotlon Class

Fig. 5. Prototype-Evaluation F1-score by Emotion Class.

A. Primary Metric Analysis

The primary evaluation table and figure above indicate a consistent improvement of the proposed approach over
the baseline and intermediate comparison strategies, consistent with the design rationale described in the

Methodology section.

B. Supplementary Performance Analysis

0.81
0.8 1

Precision

0.7 1
0.6 1
0.5 1
0.4 1
0.3 1
0.2 1
0.1
0.0 -

Happy Neutral

Angry Surprised

Emotlon Class

Fig. 6. Prototype-Evaluation Precision by Emotion Class.

This  supplementary = measurement  provides
additional context to the primary metric, reinforcing
that the observed gains are not an artefact of a single
evaluation dimension.

C. Discussion

Taken together, the primary and
supplementary measurements support the design
choices described in the Methodology and Proposed
System sections. As emphasized throughout this

paper, all quantitative figures reported here are
illustrative, prototype-scale, or simulated
evaluations rather than measurements from a live
production deployment, and should be interpreted
accordingly pending a larger-scale study.

D. Threats to Validity

Several factors limit how far the reported
figures can be generalized. First, where synthetic or
simulated data was used in place of a live
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deployment, the distributional assumptions behind
that data (e.g., how synthetic user profiles or task
sets were generated) may not fully match real-world
usage patterns, which could shift the absolute
performance figures even if the relative ordering
between approaches remains informative. Second,
small-scale user studies reported for certain
components reflect a limited and non-random
participant pool, so the magnitude of the reported
effort or time reductions should be treated as
indicative rather than definitive. Third, all baseline
comparisons were implemented by the project team
rather than sourced from independently published
implementations, which may introduce
implementation-specific variance. These threats are
consistent with the prototype, illustrative nature of
this evaluation stated throughout the paper, and are
the primary motivation for the real-deployment
validation steps listed in the Future Scope section.

XII. ADVANTAGES AND LIMITATIONS

A. Advantages

Multi-modal design (self-report + optional vision)
gives a richer picture of user wellbeing than single-
signal apps.

Facial emotion capture is opt-in and processed for
the sole purpose of contextualizing the chat
response, supporting user privacy.

Modular architecture allows the emotion detector to
be disabled entirely for privacy-sensitive users while
retaining the rest of the companion’s features.

B. Limitations

FER accuracy on ambiguous or culturally varied
expressions remains moderate (60-75% range),
consistent with published literature, and should not
be treated as a clinical-grade signal.

The system is a wellness companion, not a
diagnostic or therapeutic tool, and does not replace
licensed mental-health professionals.
Webcam-based emotion sensing raises privacy
considerations that require clear consent flows and
local/on-device processing where possible.

XIII. ETHICAL, PRIVACY, AND
DEPLOYMENT CONSIDERATIONS
Because the proposed system processes user-
generated data, deployment must follow responsible
data-handling practice in addition to meeting the
functional requirements described earlier. The
following measures are recommended for any

production deployment of this prototype:

Webcam-based emotion sensing raises privacy
considerations that require clear consent flows and
local/on-device processing where possible.

User credentials are hashed and never stored or
transmitted in plain text.

Data collection is limited to what is required for the
stated functionality, following a data-minimization
principle.

Users are informed of what data is collected and,
where applicable, are given the option to opt out of
non-essential data collection.

More broadly, any Al-assisted decision or
recommendation surfaced by the system should be
presented to the end user as a suggestion rather than
an authoritative judgement, and the system should
provide a straightforward path for users to report
incorrect or unhelpful Al-generated output so that
the underlying model or rule set can be reviewed
and improved over time.

XIV. CONCLUSION

EmotiCare illustrates how self-report tools,
conversational support, and lightweight computer
vision can be combined into a single, privacy-
conscious wellness companion. Prototype-level
CNN evaluation confirms that real-time facial
emotion recognition is technically feasible at an
accuracy comparable to published baselines, while
the modular design allows components to be
adopted independently based on user comfort with
data sharing.

XV. FUTURE SCOPE
Conduct an IRB-approved user study to measure
engagement and self-reported wellbeing outcomes
over time.
Explore on-device (edge) inference for the CNN to
avoid transmitting facial images to a server.
Integrate a crisis-detection safety layer that surfaces
professional helpline resources when severe distress
indicators are detected in text or self-report.
Extend sentiment analysis to a fine-tuned
transformer model for more nuanced empathetic
responses.
Add a crisis-detection safety layer that surfaces
professional helpline resources for severe distress
indicators.
Explore on-device (edge) inference to avoid
transmitting facial frames off the user’s device.
Support  clinician-facing  (opt-in,  consented)
summary export for users in active therapy.
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